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ABSTRACT

1. Introduction

A polished take-home product is an incomplete measure of learning when an LLM can brainstorm, edit, or generate
substantial portions of it. A blanket ban may also exclude legitimate feedback or accessibility support. The
technical assessment problem is to define the target skill, permit bounded assistance, and collect evidence that the
learner can interpret sources and explain a consequential choice. This paper proposes a four-stage protocol
applicable to a single assignment [1-6]. The design has two research questions for a future pilot: does the protocol
provide more reliable evidence of the intended skill than a final product alone, and can learners complete it
equitably without excessive workload? It does not assume that process evidence proves authorship. Instead, several
complementary observations inform a teacher’s judgment. Integrity decisions remain subject to institutional
procedure [7-10].

The paper contributes an assistance matrix, an evidence record, rubric with anchored criteria, a sample scoring
trace, and an evaluation plan. The example is synthetic and is included to demonstrate the method. No detector is

used as the sole basis for an inference about a student.

1.1. Study Objectives

1) Specify a bounded assistance rule tied to the learning outcome.

2) Collect initial work, feedback, revision, and explanation evidence.
3) Define weighted rubric anchors and a separate critical-error gate.

4)  Verify arithmetic and route invariance on constructed traces.

5) Provide equivalent feedback and explanation routes for access needs.

6) Plan a study of marker reliability, workload, and transfer.
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2. Literature Review

Education discussion since 2020 has examined how generative Al changes writing, coding, and feedback tasks. A
final answer may reflect student reasoning, tool output, feedback from others, or a mixture. Process-oriented
assessment responds by making planning, revision, and explanation visible. It must remain proportional:
exhaustive prompt logs can be intrusive and may measure compliance more than subject understanding [11-14].
Recent guidance on Al competency and human oversight also emphasizes critical verification and equitable access.
Students differ in language background, disability-related support, connectivity, and willingness to use Al. An
assessment should permit a comparable non-Al feedback route and grade the target skill consistently across routes.

The present paper defines a protocol rather than claiming a measured advantage over conventional assignments.

For a future comparison, the outcome should include a later independent task requiring the same reasoning with
different source content. The analysis must predefine whether it examines group mean scores, rubric reliability, or
teacher workload as the primary endpoint. Prior achievement, task difficulty, and feedback access are plausible
confounders. A crossover design could reduce some differences but may have carryover effects because students
learn the process. The pilot should first establish feasibility, timing, and the clarity of the Al rule [15-18]. The
scoring record should preserve criterion-level ratings, evidence locations, and a short marker rationale. For a
source-based task, the evidence location can be a passage identifier and a line in the student’s response. The record
should not include a speculative “probability of AI authorship.” A teacher can see why a rating was assigned and
another marker can revisit it. A critical-error flag, such as a fabricated document quote, is stored separately from the

weighted total. The policy defines its consequence before grading begins [19].

The process note has three fields: assistance type, consequential suggestion, and learner decision. A sample entry is
“I requested counterarguments; I rejected one because the assigned source does not state that date; I revised my
second claim using paragraph four.” This is enough to direct the teacher to a checkable decision. It is not proof that
the learner wrote every sentence [20-22]. The same format can describe feedback from a peer, keeping the evidence

requirement comparable across Al and non-Al routes.

An evaluation compares the staged task with a similar task that uses only a final product, while accounting for
instructional differences. Planned measures include marker agreement, time spent per student, student
understanding of the assistance rule, access to both routes, and performance on a later independent transfer question
[23-26]. Sampling, consent, missing-data handling, and an analysis plan should be fixed before outcome data are

collected. The protocol is proposed; these measures have not been obtained.

Privacy and fairness rules limit the evidence collected. A process note records meaningful decisions, not every
private prompt [27-30]. Teachers should not demand a paid account. Oral explanation has an equivalent format for
a learner who cannot use it. A mismatch between stages invites clarification and additional evidence; it is not

automatically misconduct. The school’s formal integrity process governs consequential findings.

[1] found that authentic-looking outputs alone did not reliably protect assessment integrity in their experimental

contexts. [2] argues for visible justification and responsibility within work supported by generative artificial
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intelligence. The proposed protocol therefore records an initial claim, a consequential revision, and an explanation,
then applies a critical-error gate independently of the weighted score. It does not treat the process record as proof of
authorship.

3. Research methodology

Let O be the learning outcome, A the allowed assistance set, and E the evidence record. For a source-based writing
task, O is the ability to compare claims using assigned documents; A may include brainstorming and clarity
feedback but excludes invented evidence or outsourced final interpretation. E contains an initial claim, selected
source passages, a brief revision note, the final response, and an explanation of one decision. The teacher publishes

O and A before students begin.

Stage 1 is a short initial attempt under stated conditions. Stage 2 permits optional Al, peer, or teacher feedback.
Stage 3 requires a revised submission and a compact note identifying a consequential suggestion, whether it was
accepted, and why. Stage 4 asks the learner to explain one decision through a written, recorded, or live format. The
same checkpoint types apply to students who choose a non-Al route. Full prompt histories are not required unless

an established process specifically calls for them.

An assistance matrix describes what each tool may do. For example, an LLM may propose counterarguments, but
the learner must check them against the assigned source. It may suggest clearer wording, but the learner must verify
factual changes. In coding, it may suggest a test case, while the learner must run the program and explain the fix.
The rule should include allowed and disallowed examples, a question channel, and a disclosure instruction that can
be completed in a few sentences. Figure 1 summarizes the sequence and the authority boundary described above.

e - — — — - —

—> Optional Al —> Checked -—
feedback revision
 \ J L J

Initial attempt Explain decision

Figure 1. Four stage assessment evidence path. Initial reasoning is followed by optional feedback, a checked
revision, and an explanation of a consequential decision; the same evidence stages apply to

non-Al feedback. Source: Original schematic prepared for this manuscript.

The rubric separates four dimensions: evidence accuracy, reasoning, revision judgment, and communication. An
illustrative weighting is 40, 30, 20, and 10 percent, respectively. For dimension j, a marker assigns an anchored
score s(j) from 0 to 4. The total is the sum of weight(j) times s(j) divided by 4. This calculation is transparent and
can be adjusted before release to match another subject. A polished style cannot compensate for a fabricated source

under an explicit critical-error rule.

Equation (1) states the acceptance or scoring rule used by the proposed method; its variables are defined in the

surrounding text and Table 1.
Score=100x (0.40s E+0.30s R+0.20s V +0.10s_C)/ 4;

CriticalError = review, independent of Score 1)
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In Equation (1), Score is the weighted mark out of 100; s_E, s_R, s_V, and s_C are criterion ratings from 0 to 4 for
evidence, reasoning, revision, and communication, respectively. The coefficients 0.40, 0.30, 0.20, and 0.10 sum to
one, and division by 4 converts the maximum criterion rating to a fraction. CriticalError denotes an unresolved

consequential factual error and routes the work to review regardless of Score.
Algorithm 1. Offline decision procedure

INPUT EO initial claim, E1 feedback, E2 revision, E3 explanation

Mark evidence, reasoning, revision, communication from 0 to 4

Compute weighted score with published anchors

IF critical factual fabrication: hold for teacher review

Compare EO—E2 change with source and E3 explanation

Record criterion rationale; offer equivalent non-Al route

The evidence record can be represented as a directed sequence EO to E3. EO is the initial idea, E1 the feedback
event, E2 the revised product, and E3 the learner’s explanation. A revision edge records what changed and why.
The teacher need not inspect every intermediate draft; one consequential change is sufficient for the core protocol.
The design tests whether the explanation refers to the assigned evidence rather than to an unsupported model
suggestion. A missing stage does not automatically imply misconduct; it is a prompt for clarification or an access

check.

Rubric anchors should be written before student work is viewed. For evidence accuracy, the top anchor requires
that claims match the assigned documents and that the link between passage and interpretation is explicit. A middle
anchor may use a relevant passage but leave the inference partly unexplained [31-36]. A low anchor includes a
material unsupported claim. Similar anchors define reasoning, revision judgment, and communication. Markers
should also identify critical factual fabrication separately, because averaging can mask an error that changes the

substantive conclusion.

An accessibility route should preserve the construct being assessed. A learner unable to give a live oral explanation
can provide a recorded or written explanation of the same decision. A learner without reliable Al access can obtain
comparable peer or teacher feedback. The marker scores the evidence judgment and reasoning with the same
rubric. The school should document any difference in time or feedback availability between routes. This is an

assessment-equivalence question to test in the pilot, not a claim that every route is identical [37].

For reliability analysis, each criterion should be examined separately. Exact agreement is the proportion of
double-marked items assigned the same anchor; adjacent agreement counts ratings within one level. A
chance-adjusted statistic may be appropriate for ordinal ratings, but it should be reported with the sample size and
uncertainty. If markers disagree substantially, revise the anchor or train markers before treating the total score as
stable [38]. The goal is defensible interpretation of learning, not a high statistic produced by collapsing categories.

Table 1 defines the main variables and control checks used in this method.
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Table 1. Assistance and evidence matrix distinguishing permitted brainstorming, source location, and clarity

support from the learner’s responsibility for interpretation.

Activity Permitted assistance Learner evidence

Brainstorm Possible angles or questions Initial and chosen claim
Source check Candidate passage location  Original passage interpretation
Revision Clarity feedback Accepted or rejected change

Final explanation No generated justification Reason for a key decision

Calibration samples should be selected to challenge superficial scoring. Include a polished but unsupported
interpretation, a grammatically rough yet well-evidenced comparison, and a revision that improves style while
weakening accuracy. Markers score them independently, discuss disagreements, and revise anchors before the
actual cohort is marked [39-42]. The training record identifies the final rubric version. If the rubric changes after

grading starts, earlier work must be rescored or the change postponed to avoid inconsistent standards.

The transfer task can ask students to compare a new pair of short sources without Al assistance under stated
conditions. It should assess the same reasoning operation but not reuse the exact facts or wording of the take-home
assignment. The pilot can compare transfer performance across assessment designs while monitoring baseline skill
and differential access. A prespecified missing-data rule is needed for absent learners [43]. Transfer is a stronger
outcome than the attractiveness of the final submission, but it still needs careful interpretation.

A small arithmetic unit test contains six constructed evidence traces with rubric vectors (s_E,s_R,s V,s_C), tool
route, and a critical-error flag. The weighted score is calculated from the published weights. Two traces
intentionally share the same vector while using Al and peer feedback, testing route invariance of the formula. One
trace includes a critical source error, testing that the review gate operates independently of the numerical score.

These traces are not human-marked student work and cannot estimate rubric reliability or learning [44-49].

Before grading, two markers independently score a small anonymized calibration set that includes fluent but weak
reasoning and less polished but well-supported reasoning. They compare differences by criterion and revise
ambiguous anchors. During a pilot, a subset of work is double marked. Report exact agreement, criterion-level
disagreement, and the reason for adjudication. A single overall score can conceal whether the evidence criterion is

unreliable.
77 4. Results and Discussion

The scoring function produced 90.0 for both the Al-feedback trace A and peer-feedback trace B because both had
the vector (4,3,4,3). This is a property of the stated formula: the route is not an input to the score. Trace C, with
vector (1,3,4,4), produced 62.5 and was held for review because it was marked with a critical source error. The
other constructed totals were 77.5, 50.0, and 90.0. The calculated outputs are tabulated below. Table 2 records the

constructed trace or issue case used to illustrate the decision path.

The critical-error gate is deliberately separate from the weighted score. An unsupported central fact cannot be

neutralized by fluent communication or a polished process note. The teacher must inspect the original source and
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the learner’s explanation before deciding on feedback or any formal action. The synthetic test verifies the
arithmetic and gate behavior, not whether the anchors are valid or markers apply them consistently. Table 3 reports
the offline component-test outputs and their denominators.

Table 2. Constructed evidence record that links an initial claim, feedback, source-checked revision, and

explanation to the teacher’s assessment decision.

Stage Recorded item Teacher interpretation

Initial Tentative similarity claim Starting reasoning

Feedback Three suggested counterarguments Not graded as student work
Revision Reject two unsupported claims Source judgment visible
Explanation Defend one passage choice Probe independent understanding

Table 3. Weighted rubric outputs for six constructed traces; the critical-error gate is applied independently

of the numerical score and no learner outcomes are inferred.

Trace Feedback route Scores E,R,V,C Total Gate

A Al 4,3,4,3 90.0 Eligible
B Peer 4,343 90.0 Eligible
C Al 1,344 62.5 Review
D None 3,4,2,3 775 Eligible
E Al 2,214 50.0 Eligible
F Peer 4,432 90.0 Eligible

The worked writing trace EO—E3 shows how a model suggestion can be rejected against a source and how the final
explanation identifies a defensible claim. Its educational value remains a hypothesis. A real pilot must compare
marker agreement, time, access, and independent transfer performance; none of those outcomes can be inferred

from six constructed vectors.

The protocol may improve interpretability of a submission by showing a decision path, but it adds checkpoints and
marking time. A future pilot must measure that cost. Students can also produce formulaic process notes, so the
explanation should connect to a specific claim, source, or code change. The independent transfer task tests whether
reasoning extends beyond the submitted product. It remains possible for a student to obtain outside help at every

stage; no single design proves authorship.

Fairness depends on access to feedback and to an appropriate explanation format. A student using translation or
accessibility support should not be penalized when those tools are allowed [50]. A detector score or prose “style”
should not substitute for evidence of learning. If a concern arises, teachers should seek clarification through
established procedures and interpret multiple pieces of evidence. Clear instructions before the deadline are part of

fair assessment.

The approach can be adapted by discipline: a mathematics student explains an error correction, a scientist interprets

a graph, and a programmer demonstrates a boundary test. The specific checkpoints and rubric anchors must follow
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the target skill. The present source-based example cannot establish that the protocol works equally well in all
subjects.

Process evidence can itself become performative. A learner might write a plausible note after the fact, and a teacher
might overvalue a fluent explanation. The independent transfer task and calibration samples reduce, but do not
eliminate, this problem. Markers should interpret EO to E3 together with the actual sources and avoid treating one
discrepancy as proof of improper tool use. The protocol is designed to improve the evidence available for judgment,
not to create a surveillance record of every action [51].

Implementation cost is a material limitation. Staged checkpoints use class time; double marking uses staff time;
alternate feedback routes require coordination. A pilot should measure these demands alongside any change in
rubric reliability or student understanding [52-56]. If a checkpoint adds little information, remove it. The technical
specification is deliberately modular so a discipline can retain only the stages that support its learning outcome

while keeping transparent assistance rules.

Rubric reliability and validity are different. Two markers may agree closely on a criterion that does not represent
the learning outcome. The assessment team should therefore inspect whether the checkpoints and anchors actually
elicit source comparison. Student interviews and later transfer tasks can help assess that question. A high agreement

statistic is useful only alongside meaningful task design and a fair opportunity to demonstrate the skill.

If the workflow becomes burdensome, the teacher can use fewer checkpoints while keeping the initial attempt, a
meaningful revision, and a final explanation. The choice should be documented before students begin. A
high-stakes context may require supervised individual performance as well [57]. The proposed protocol is most
defensible when it is transparent, proportionate, and adapted to the discipline, rather than applied as a universal

form to every assignment.

A validity threat arises when the process note becomes a second writing assignment. Students skilled at describing
a revision may receive credit that should reflect source comparison, while students with strong reasoning may give
brief explanations. The rubric should therefore score the decision supported by the actual work, not elegance of the
note. Marker calibration can include examples of terse but adequate rationales. This protects the intended construct

and reduces the risk that the assessment rewards compliance with a preferred narrative style.

The assessment conditions must be documented precisely. An initial in-class checkpoint can establish a starting
idea, but it may be affected by time pressure, language, or access needs [58]. The teacher should explain how that
checkpoint contributes to the score and offer an equivalent format where required. The final explanation should test
a decision the student actually made; a generic question that can be answered by memorizing a rubric provides

weaker evidence. These choices are part of the intervention and must be reported in any future study.

Comparing the staged task to a product-only task presents a measurement problem. The staged task generates more
observable evidence, which may change marker confidence without changing student knowledge. Report
confidence and agreement separately from learner performance. If a later independent task shows no difference, the

protocol might still improve fairness or diagnostic feedback, but it should not be described as a learning
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intervention on that basis alone [59]. The research questions and primary outcome need to be fixed before seeing

results.

Institutional integrity procedures remain separate from routine marking. A mismatch between an explanation and a
final product warrants a conversation, but neither a weak process note nor an automated detector establishes intent.
Document the opportunity to clarify, preserve the relevant evidence, and apply the same procedure across students.
A transparent assessment design can reduce ambiguity but cannot eliminate every dispute about assistance.

The synthetic trace can be evaluated at each edge. EO shows a broad similarity claim. At E1, the model supplies one
potentially useful distinction and two unsupported statements. E2 shows the learner rejecting unsupported
statements and tying the retained distinction to a passage. E3 tests whether the learner can explain that source
choice. The trace supports an inference about demonstrated source judgment in this example; it does not establish

that the student independently generated every word of the final response.

An alternative failure trace is also useful. If E2 repeats the invented date and E3 cannot identify a passage for it, the
evidence-accuracy criterion is weak and the teacher can request a correction or further explanation. The appropriate
response follows the assessment and integrity rules; an automated detector is unnecessary for this initial
pedagogical judgment. These traces illustrate how the same protocol handles a successful verification and a

material source error [60-62].

The synthetic example produces a visible revision edge. The broad initial claim is narrowed after one defensible
counterargument is checked against the assigned documents. The evidence record identifies the source passage and
the rejected unsupported date. A marker could inspect whether the final interpretation actually follows from the
passage and whether the learner’s explanation reflects that choice. The model suggestion itself receives no credit;

the learner’s verification and reasoning do.

A contrasting example shows why a process note alone is insufficient. Suppose a learner writes that they rejected an
invented date but the final response still includes it. The marker must assess the submitted claim and request
clarification, rather than awarding revision credit for the note’s wording. The staged protocol makes that
inconsistency visible. It does not tell the teacher whether the error was deliberate, accidental, or introduced during
later editing.

5. Conclusion and Future Recommendation

This paper specifies a four-stage assessment protocol that makes source judgment, revision, and explanation
observable while allowing bounded Al assistance. The proposed rubric and evaluation plan support a testable
classroom pilot. Claims about reliability, workload, or learning require actual data before the design is adopted

broadly.
5.1. Future Recommendations
1) Test the rubric with independent human markers and report agreement.

2) Compare staged and product-only tasks on later transfer questions.
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3) Examine fairness across language and accessibility support routes.
4) Measure the time burden of each evidence checkpoint.

5) Adapt the protocol to coding, mathematics, and laboratory work.

6) Study whether process notes reveal reasoning or become formulaic.
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